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Abstract
Advancements in Large Language Models (LLMs) are significantly
transforming network management practices. In this paper, we
present our experience developing Confucius, a multi-agent frame-
work for network management at Meta. We model network man-
agement workflows as directed acyclic graphs (DAGs) to aid plan-
ning. Our framework integrates LLMs with existing management
tools to achieve seamless operational integration, employs retrieval-
augmented generation (RAG) to improve long-termmemory, and es-
tablishes a set of primitives to systematically support human/model
interaction. To ensure the accuracy of critical network operations,
Confucius closely integrates with existing network validation meth-
ods and incorporates its own validation framework to prevent re-
gressions. Remarkably, Confucius is a production-ready LLM devel-
opment framework that has been operational for two years, with
over 60 applications onboarded. To our knowledge, this is the first
report on employing multi-agent LLMs for hyper-scale networks.

CCS Concepts
• Networks→ Data center networks; Network management;
Network monitoring; • Computing methodologies → Multi-
agent systems.
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1 Introduction
Network management is a vital component of large-scale services’
networks, playing a pivotal role in ensuring reliability, performance,
and scalability across vast numbers of interconnected servers. De-
spite significant research efforts in traffic engineering [19, 44], net-
work provisioning [16, 38, 46], and automated diagnosis [30, 52],
enterprises still require substantial engineering resources to man-
age their networks effectively. Large Language Models (LLMs)
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[12, 18, 47, 53] have emerged as a promising solution to enhance
network management.

Network management in production environments involves in-
tricate, multi-step tasks that require diverse tools and expertise to
navigate complex solution spaces. For instance, diagnosing a failed
service request demands a meticulous process of troubleshooting
networking issues, analyzing routing paths, and narrowing down
potential causes. Similarly, evaluating the impact of a topology
expansion plan requires multiple steps, involving traffic forecast
generation, topology augmentation, failure simulation, and result
analysis. Given their complexity and domain-specific nature, simply
relying on LLMs to handle them in a single step is not effective.
Instead, a more nuanced approach is needed, one that incorporates
domain expertise and iterative refinement.

To address these challenges, we introduce Confucius, a novel
multi-agent LLM framework. Confucius decomposes intricate man-
agement tasks into smaller, structured subtasks, each of which can
be executed using specialized domain-specific tools and databases.
Confucius introduces three key components that effectively incor-
porate domain-specific knowledge into the general multi-agent
LLM framework:

Enhancing planning with structured network procedures:
Confucius integrates existing structured network procedures, such
as codified Methods of Processes (MOPs) or workflows [51], with
LLM reasoning. These programs are often written in Domain-
Specific Languages (DSLs), which use predefined functions to en-
code smaller operations. Confucius introduces programming primi-
tives that bridge the gap between human-friendly structured data
and foundational models. This integration aids the LLM in breaking
down complex network management tasks into multiple smaller
tasks. It also combines multiple agents’ outputs to achieve better
planning outcomes.

Connecting tools with Domain-Specific Languages: Our
key idea is to leverage the numerous existing network management
tools, rather than developing new ones. However, utilizing these
tools effectively requires deep domain expertise in formatting the
right input and commands. We propose a set of primitives that
convert human-friendly instructions into DSL-compliant inputs
for each tool. Based on our experience, we have identified three
widely used DSLs in network management: topology graph, net-
work time series data, and network data model [46]. Confucius
has built-in modules that provide translation to these three DSLs,
enabling seamless interaction between the Confucius agent and
many existing network management tools.

Enhancing long-termand short-termmemorywith domain-
specific retrievals:Confucius develops advancedmemorymanage-
ment mechanisms to effectively handle conversation context, utiliz-
ing a hierarchical tree structure for short-term memory. For cases
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Category Use Cases Example Requests to LLM

Network Topology Update max capacity for all fibers in NA to X
Design Design Double the num of FSWs in each POD.

Configuration Generation Generate configuration to remove a BGP peer for switch X.

Understanding Capacity What is the total deployed power per rack type in one DC?
Situation What is the EBB planned capacity in six months in region A?

Capacity What-if Update layer 3 router’s max capacity to a value from
Analysis “node_cap_manager”, use “hose” demand type with p90 percentile

run “cap_planner”, compare result with latest gold version.

Network Create Operations Write a workflow that upgrades switch role X software version.
Operations Workflows Which building block can I use to create a new device in FBNet?

Generate Migration Command Generate soft drain command for switch X.

Monitor Operations Status Show operations that took the longest to complete in last 3 days.

Monitoring Monitoring Network Health Can you show me gold traffic from region A to B on May 20
& Diagnosis for Ads storage service?

Anomaly Detection How many distinct source IPs were observed in 1.1.1.1 on Mar 8th?

Knowledge Sharing Where can I find data about production network performance?

Table 1: Use Case Examples.

requiring a large volume of context, Confucius employs Retrieval-
Augmented Generation (RAG) [11, 27, 31, 32] as a form of long-
term memory. For instance, Confucius leverages RAG in a separate
database to index hundreds of thousands of network data models,
enabling efficient searching and retrieval by LLMs. Furthermore, it
allows developers to configure the level of detail to store in memory
and extract related information based on specific queries.

Ensuring correctness systematically: To guarantee the safety
and reliability ofmanagement tasks, Confucius is designed to tightly
integrate with existing verification and validation systems. Ad-
ditionally, Confucius provides a set of primitives that facilitate
frequent human feedback. Moreover, Confucius includes a bench-
marking system that enables developers to easily evaluate their
application under different configurations, prompting algorithms,
and foundation models.

Confucius has been successfully deployed in production for two
years, serving thousands of users and supporting over 60 network
management applications. Notably, Confucius has resulted in sig-
nificant time savings for developers, reducing the average develop-
ment time by 17 engineer-hours per week, while maintaining high
accuracy. Our evaluation demonstrates that Confucius improves
accuracy by up to 21% compared to solutions that rely solely on
foundation models. We share our experience developing Confu-
cius and onboarding applications, providing valuable insights into
the challenges and opportunities of using LLMs for production
networks. To the best of our knowledge, this paper presents a pio-
neering comprehensive framework for developing and deploying
LLM-assisted network management applications. We hope that this
paper inspires future research in this exciting new domain, driving
innovation towards truly intent-based network management.

2 Motivation
We have successfully developed and deployed multiple applications
using Confucius over the past two years. This section provides an
overview of our production use cases, highlighting key challenges
encountered. We illustrate these challenges with two examples,
discuss the benefits of LLMs, and outline adoption challenges.

2.1 Network Management Use Cases
Network management involves complex tasks that require manual
steps and deep domain knowledge. Table 1 shows the categories
of network management apps supported by Confucius, along with

example queries. We broadly categorize the use cases into four
categories of the life cycle of network management.

Network Design involves generating designs of topology that
meet capacity and performance requirements. This task requires
balancing optimal decisions against evolving technology, complex
requirements, and limited resources. While traditional approaches
create abstract diagrams that are manually translated into concrete
data models [46], LLMs can assist in automatically converting ab-
stract designs to concrete data models, reducing both time and
errors. Among different choices of models and network products,
LLMs can assist the selection based on high-level intent and re-
quirement. In §2.2, we provide more details into capacity planning
as an example of network design.

Network Operations involve executing tasks like configuration
updates, software installations, and hardware replacements, follow-
ing established MOPs. These tasks are critical to network reliability
and performance, but manual execution can be time-consuming
and error-prone. LLMs can improve these processes by suggesting
existing MOPs, generating new ones, executing complex instruc-
tions, monitoring operation status, and lowering the barrier for
in-house tools. LLMs can transform new product introduction and
deployment into a more efficient process.

Network Monitoring involves collecting data from various ven-
dors’ APIs, but managing these APIs can be challenging due to
vendor heterogeneity. Even with standardized APIs like Thrift [16],
navigating complex structures and parsing retrieved data can be
difficult. LLMs offer a promising solution by suggesting and writing
APIs, as well as automatically parsing retrieved data. LLMs can not
only significantly improve efficiency but also develop new trou-
bleshooting processes through self-learning. We provide a detailed
example of fault diagnosis in §2.3.

Knowledge Base andOnboarding involve network domain-specific
terminologies and tools, which can overwhelm new engineers with
complex concepts like EBB [19] and FA [9]. Network data requires
specific context for proper usage. LLMs can provide this context by
serving as a knowledge management platform.

2.2 Capacity What-if Analysis
Next, we dive into two concrete apps in the category of network
design and network monitoring. In each example, we point out how
Confucius, built on top of LLMs, provides the specific help.

Capacity planning atMeta involves determiningwhere andwhen
to increase network capacity to ensure long-term network health.
This process relies on what-if analysis and optimizations [6, 7]. For
example, to meet AI training demands, Meta has deployed new data
centers [4] and augmented existing ones with new technology. A
key challenge is determining how the backbone topology should
change to interconnect these new regions with the right amount of
capacity. Confucius answers this question through various subtasks.

Planning the subtasks. Figure 1 illustrates an example of a what-if
analysis aimed at increasing backbone network capacity in response
to a new data center deployment. Before conducting the analysis,
the user must first gather the current network topology and in-
formation about upcoming fiber availability. Next, the user poses
what-if questions, such as, "What if I enable more channels on a
specific path?" To address these questions, the user creates an execu-
tion plan with several steps: updating traffic forecasts, augmenting
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Figure 1: Capacity What-if Example.

the topology with upcoming fiber deployments, running failure
simulations, and analyzing the results to support A/B testing.

Complexity of Subtasks. Each subtask can have multiple variants,
such as different percentiles for demand forecasting or various
network resilience policies for failure simulation, as illustrated in
Figure 1. Traditionally, network planners manually configured and
chained these tools, resulting in time-consuming processes and
suboptimal parallelization. Confucius streamlines this workflow by
automatically generating a directed acyclic graph (DAG) of opera-
tions and orchestrating remote execution according to the what-if
scenario defined by the planner. Additionally, Confucius reduces
the domain expertise and manual effort needed to query real-time
topology data, which can be noisy and may not accurately reflect
planned changes. Users interact with capacity-related information
through a natural language interface, enabling them to ask ques-
tions like, “What’s the total capacity added in the past 90 days?"
without needing to understand table schemas or query syntax.

Given many subtask variants, manually analyzing dozens of
outputs is impractical. Confucius summarizes results based on key
metrics such as total dropped flows and SLO misses. It also provides
a visual analysis of differences using its multimodal feature, helping
users quickly interpret and compare outcomes.

2.3 Network Performance Diagnosis
Fault diagnosis is critical for resolving network issues, but com-
plexity and diverse potential causes present significant challenges.
Network engineers must sift through extensive monitoring data
and consider numerous potential causes. Confucius assists with
fault diagnosis by analyzing thousands of counters and metrics. In
the example shown in Figure 2, we need to diagnose a case where
Instagram inference requests failed during a specific time period.
This involves analyzing network issues, dominant regions, routing
paths, affected prefixes, and determining if any network changes
are associated with these factors.

Planning the Subtasks. The first step in diagnosing network issues
is planning the execution of complex diagnosis tasks. In production,
we use workflows or runbooks [51] that consist of sub-workflows
or steps, each invoking different tools. With hundreds of workflows,
it is challenging to determine which to use for a specific diagnosis

Failure incident 
detected

Isolate the domain 
of the issue

Check network 
metrics

Active probing

Topology analysis

Network change 
logs

Failed requests for IG-Training service between 7-8pm on 12/31/2024

Group hosts by region Group hosts by prefix Group hosts by 
pod/cluster

Is there anomalous spike 
in TCP retransmissions?

Is there high packet loss
in the same time window 

and regions?

Is there high latency
in the same time window 

and regions?

Identify LSP paths that carry the traffic

Examine network change logs 
associated with routers along the

paths
Examine controller alerts

Possible root cause identified

Not a network 
problem

Application-
layer error

NO

NO

YES

YES

Figure 2: Fault Diagnosis Example.

question. For example, Figure 2 involves four steps: (1) identifying
hosts by region and prefix, (2) examining TCP retransmission for
anomalies, (3) analyzing NetNORAD [30] data for packet loss, and
(4) examining network change logs linked to affected LSP paths.

Complexity of Subtasks. Each subtask requires querying specific
datasets, which can be challenging due to the numerous datasets
and domain knowledge required. For example, filtering and aggre-
gating raw data such as SNMP logs is necessary to identify patterns,
and anomaly detection for performance degradation requires pick-
ing the algorithm and setting different parameters [17]. Currently,
network engineers must manually create and manage workflows of
tens of steps, which is tedious and time-consuming, taking hours
to days. Confucius automates this process by auto-generating tem-
plates, suggesting reusable building blocks, performing queries,
and identifying correlations. It improves diagnostic efficiency by
reducing the man-hours required for triage and root-cause analysis.

2.4 Observations and Challenges
We summarize the key observations from the examples and use
cases presented above.

Multi-step Complex Tasks: Network management tasks are com-
plex, involving multiple steps that require domain-specific knowl-
edge. For example, what-if analysis decomposes a task into subtasks
like demand forecasting, topology modeling, and policy definition.

Specialized Tools: Despite the complexity, numerous specialized
tools have been developed to address specific aspects of network
management, including network modeling, intent-based routing,
capacity planning, topology design, monitoring, and diagnosis. At
Meta, we have hundreds of tools and APIs spanning backbone, data
center, and edge networks, and this number is rapidly growing to
support new use cases.

Large Search Space: The scale and heterogeneity of modern net-
works result in a large search space for network management tasks.
For instance, designing a new data model requires navigating hun-
dreds of thousands of existing models.

High Safety Requirements: Network management demands ex-
tremely high reliability, making it impractical to rely solely on AI.
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Figure 3: Multi-agent architecture.

For example, device draining operations must be carefully exam-
ined to prevent introducing packet loss. Similarly, changing routing
configurations requires close scrutiny to avoid creating blackholes
that disrupt existing traffic.

Privacy Concerns: Network data is highly proprietary, and sen-
sitive information must be protected to prevent malicious attacks.
Users may inadvertently input sensitive details such as names, email
addresses, and IP addresses. Therefore, careful redaction of input
data is essential before sending it to LLMs.

3 Overview
In this section, we introduce the principles, key design ideas, and
programming framework in Confucius.

3.1 Principles
Over the past two years, we have explored leveraging LLMs for
networking, ranging from chatbot-style Q&A interfaces to deeper
integration with systems and tools. Based on our experiences, we
summarize the following guiding principles for Confucius:
• Separate Reasoning from Factual Knowledge: We leverage LLMs
for reasoning tasks, which they are well-suited for, while we rely
on existing runbooks, tools, and databases for retrieving factual
information.

• Leverage Existing Expertise: We utilize established tools and
expert knowledge in network management, similar to existing
approaches for incorporating domain knowledge [3].

• Orchestrate with Carefully Engineered Prompts: Inspired by
“cognitive architectures” [1], we decompose management tasks
into individual components and use carefully engineered prompts
to guide LLM reasoning. This allows us to maintain control over
the reasoning process.

• Prioritize Iterative Improvement:We prioritize basic implementa-
tion to develop a functional system quickly and refine iteratively
over time.

• Not Depend on Fine-tuning: We design our approach to work
effectively with foundation models that do not require fine-tuning
as a prerequisite. This allows us to leverage the latest advances
in LLMs while minimizing the dependency on costly and time-
consuming fine-tuning.

3.2 Key Design Ideas
We align our design choices with the challenges outlined in §2.4.
The functional block overview is shown in Figure 3.

AMulti-Agent Framework: In network management, complex
tasks must be decomposed into multiple interconnected subtasks,
each requiring different specialized tools and domain knowledge. A
naive solution uses a single LLM to handle an entire task from start
to finish, but this falls short with sufficiently complex tasks, leading
to excessive prompts and unreliable performance. By adopting a
multi-agent framework, Confucius decomposes complex workflows
into distinct subtasks that can be tackled by multiple specialized
agents. Figure 3 shows the LLM agent interacting with four parts:
planning, memory, tools, and human. We build network-specific
primitives to facilitate interaction among them.

Leverage Existing MOPs andWorkflows for Planning:MOPs
and runbooks are predefined workflows for network tasks, available
in structured format [51]. To have LLMs learn from these workflows,
we must overcome three challenges: 1) bridge the gap between
structural language (e.g., Python or DSL) and natural language; 2)
incorporate deep domain knowledge, such as BGP routing priorities;
3) manage numerous workflows. Confucius provides programming
primitives to bridge the gap between structural data and LLMs. It
also combines multiple agents’ outputs to achieve better planning.

Structured Data to Connect with Tools: Network engineers
rely on sophisticated tools that operate with structured data. Ex-
pertise lies in selecting the right tool and formatting commands
to achieve desired actions. We design Confucius agent to interact
with multiple domain-specific tools using a set of primitives that
convert natural language inputs into DSL-compliant outputs.

Domain-Specific Retrievals for Long-Term and Short-Term
Memory: In a multi-agent LLM framework, each agent focuses
on a specific subtask. To coordinate agents, Confucius provides
memory functionality that tracks interactions with humans and
tools. It offers short-term memory management, where users can
control the level of memory for each session. For long-termmemory,
Confucius leverages RAG to handle large volumes of context.

Ensure Correctness through Validations and Human In-
put: Confucius integrates with existing validation frameworks,
including dry-run and configuration validation systems, to ensure
correctness of mission-critical tasks. Outputs are validated before
presentation to the user, and human approval is enforced for highly
sensitive tasks. To support human oversight, Confucius employs
a primitive called Collector to systematically gather user inputs
through structured human interaction.

3.3 Confucius Programming Framework
Confucius is a programming framework that simplifies application
development with primitives and abstractions, shown in Figure 4.
It offers an interactive chat-like interface for user interaction.

ProgrammingAbstraction:At its core, Confucius is built on Pydan-
tic, a Python schema language for defining custom data structures.
The core abstraction class is the Analect, which holds reusable
logic and data for inputs, outputs, and runtime. It is similar to a
function but provides logging for execution, streamlining reuse
throughout the system. Several basic operators are shared among
all Analects. These operators implement basic functionalities, in-
cluding a JSON Parser, a Tracer that automatically collects and logs
the execution trace in an internal database, and an I/O function
that enables human-in-the-loop interaction.
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Figure 4: Programming Framework.

Confucius Primitives: These are specialized Analects that imple-
ment one particular action. They can be applied across various use
cases. The Analect is the abstract class of all primitives. One exam-
ple is the Translator primitive, which converts natural language
inputs into structured outputs, such as translating a user’s query
from English to a command line. Users focus on writing examples
without worrying about formatting inputs and parsing results. The
Translator also facilitates the translation of commands, queries, and
configurations from one language to another.

Tooling DSLs: Confucius supports three DSLs commonly used
in network management applications, which will be discussed in
more detail later in §4.2. This layer can be extended to accommodate
additional DSLs as new use cases are onboarded.

Applications: Analogous to SDN Apps, different teams have de-
veloped various LLM-based network management applications to
address specific domains. For example, a data center design engineer
creates an app to design new AI data center networks.

External Systems: Confucius leverages several external systems
to enhance its capabilities, including LangChain [13], MetaGen
API [23] for AI model access, FAISS [21] for efficient similarity
search, Instructor [45] for embedding, and NLTK [10] for natural
language processing.

4 Confucius’ Design
This section dives into design details from four perspectives: plan-
ning, tools, memory and validation.

4.1 Planning Phase
We now present the planning methodology and primitives.

4.1.1 Network Workflows: Historically, companies like Meta have
relied on MOPs (step-by-step procedures in natural languages) [14,
15] for network management tasks. However, their ambiguity and
loose documentation made execution challenging. To address this,
Meta developed a workflow system [51] that codifies and breaks
downMOPs into smaller, modular building blocks (BBs), facilitating
better modularity and code reuse. BBs are flexible scripts or con-
figlets (modular “configuration snippets” designed for reuse across

Human: “I want to patch several supply scenarios onto a given topology using Topology 
Modification Language, then scale the demand by 1.5 and 0.8, run NAPT for both scenarios, 
and finally generate a comparison report.”

Topology Modifier

Scale demand by 1.5x

Topology Optimizer Topology Optimizer

Cost Analysis

Scale demand by 0.8x

Patched Topology

Base Topology Desired Topology 
Modifications

Failure Analysis

Report Visualization

Scaled Topology

Patched Topology

Scaled Topology

Figure 5: Planning DAG Illustration.

devices and workflows) written in various programming languages
or as binaries. This approach is widely adopted [34].

4.1.2 Leverage Workflows for LLM Planning: We design a prompt
engineering method to teach LLMs workflows.

DAG Representation: We represent the planning logic of net-
work tasks as a directed acyclic graph (DAG), implemented using
a Python-based DSL. Each node in the DAG represents a subtask,
which is the same as a building block. The output of each node
is parsed by the LLM and used as input for subsequent nodes. In-
dependent subtasks can be executed in parallel, and the runtime
environment automatically determines the optimal execution plan
based on input/output dependencies. Figure 5 illustrates an example
DAG for capacity what-if analysis. A user-defined scenario, which
involves modifying network topology, scaling demand, and eval-
uating outcomes under multiple conditions, is broken down into
discrete, composable subtasks. Each operation is encapsulated as a
node in a DAG to enable modular execution and clear data flow.

Suggesting Existing Workflows: In our production environment,
we face challenges with workflow and BB discovery. With hundreds
of workflows and thousands of BBs, it is difficult for engineers to
identify the right ones for specific tasks. To address this, we have
developed a RAG-based approach to efficiently search and recom-
mend workflows and BBs. Figure 16 shows the design. The system
architecture consists of two main components: the Indexer and the
Retriever. The Indexer utilizes LLMs to analyze each workflow and
BB, extracting key information to compute semantic embeddings,
which are then stored in a database. The Retriever operates in two
stages: a coarse-grained similarity search to select around 10 candi-
date workflows/BBs, followed by a fine-grained selection to refine
the options to fewer than three.

4.1.3 Confucius Primitives for Planning:
Ensemble calls multiple LLMs in parallel on a single task and

combines their results into a single output. This maintains the orig-
inal string-to-string interface, allowing it to replace standard LLM
calls seamlessly. Figure 15 shows an example of its programming
construct. To activate Ensemble, users provide a list of LLMParams
to supported APIs. Our system supports four composition modes:
1) First-mode selects the fastest agent’s result; 2) Merge-mode com-
bines all agents’ results for human review; 3) Filter-with-Validation
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class CollectorTask(BaseModel):

   instruction: str                                           # system prompt

   description: str                                    # description of task

   examples: List[CollectorExample] 

class CollectorExample(BaseModel):

   user_input: str 

   assistant_response: List[Union[CollectorThinking, CollectorArtifact]] 

class CollectorThinking(BaseModel):

    content: str               # thought process of the collector

class CollectorArtifact(BaseModel):

    content: str               # expected response to user_input

class Collector(LLMAnalect[CollectorInput, Output]):

    prompt: ChatPromptTemplate

    validator: Callable[[Output], Output]

    output_parser: OutputParser

    def get_task(cls) -> CollectorTask:

        …

    async def impl(self, inp: CollectorInput,

                   context: AnalectRunContext)

               -> CollectorOutput:

       …

await self.invoke_llm(context, prompt, inputs)

Figure 6: Collector implementation.

filters out erroneous results using a validation framework; and 4)
Return-all returns all answers as a set. Ensemble also accepts cus-
tom composition functions, enabling flexible strategies for ensuring
reliable results from potentially unreliable building blocks.

Orchestrator is a novel AI framework that enables LLMs to
autonomously create workflows by calling building blocks in a
step-by-step manner, similar to [42]. This approach involves pro-
viding detailed examples and instructions within the prompt, which
inform the LLM about which building blocks to utilize and when.
The Orchestrator strikes a careful balance between autonomous
operation and controlled execution; this allows us to fully harness
the enhanced reasoning and planning abilities of modern LLMs,
while maintaining the reliability demanded by our applications.

4.2 Tools: Network Management Abstraction
To integrate with existing network management tools, we have to
translate natural language into structural data (DSLs) that these
tools can process.

4.2.1 Confucius Primitives for Tools. To facilitate translation, Con-
fucius introduces three primitives that systematically define the
translation logic and collect additional information needed to com-
plete the translation.

Translator converts natural language into structured output
(e.g., command lines or configurations), allowing users to focus on
writing examples without worrying about formatting and parsing.
It can handle multiple languages and translate between different
CLI commands, queries, and vendor-specific configurations.

Selector uses customizable logic (e.g., language models or simi-
larity search methods) to select a subset of relevant options based
on the user’s query. It is widely used to select from a large dataset
or database. The rationale behind using a Selector is that while
LLMs can often narrow down to a subset of structured data, they
require additional information to generate precise outputs.

Collector gathers and processes data from various sources, in-
cluding the user, to clarify intent and identify relevant entities. This
primitive is designed based on the observation that natural lan-
guage often contains ambiguity. It can also ask follow-up questions
to refine the user’s instructions. By mitigating ambiguity in natu-
ral language, the Collector improves performance on downstream
tasks. Due to limited space, we only discuss the details of Collector,
which are shown in Figure 6. The user instantiates the Collector
class by defining a CollectorTask that is specific to their use case. In
addition to providing direct instruction, the CollectorTask allows

“I want to add a 
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node.”

tm.add( 
         what="l3_nodes",

   add="""
  name="<name>",
  l1_node_name="<l1_node_name>",
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    "reduction": ["percentile(95)"],
    "transformation": ["avg(10m)", "formula(+ $1 5)"],

...
},
"entity": {
    "values": ["fbnet_device(DEVICE_NAME=asw01.mia1)"]
}

“Create a BGP 
session with 
AT&T using peer 
IP 10.0.0.1, 
reachable via 
interface eth0/1 
on Switch 1.”

ipv4 = •

ipv6 = •

mgmt_ipv4 = •

mgmt_ipv6 = •

desired_interfaces = •

NetworkSwitch

name = eth0/1
interfaceaddressv4prefixes = •
interfaceaddressv6prefixes = •

Interface

id = •
prefix = 10.0.0.1/24

NetworkDeviceV4Prefix

NetworkDeviceV6Prefix
…

             TM
L                         O

D
S                            Robotron

bgp_peer = •
desired_interface = •

BgpV4Session

id = •
name = •
as_no = •

BgpPeer

Figure 7: Examples of Three DSLs.

the user to provide few-shot CollectorExample objects. A Collec-
torExample contains an example of a user input, paired with the
correct response encapsulated in CollectorArtifact, as well a Collec-
torThinking object that contains the step-by-step logic to arrive at
the answer. An example of the concrete objects created based on
these classes is provided in Figure 18.

4.2.2 Foundational Network Management DSLs. While the Trans-
lator primitive is used to convert natural language into structured
data, it remains necessary to determine which structured data for-
mat to translate into. Existing network tools rely on a variety of
structured data formats. Based on our production experience, we
have identified three widely used DSL classes in network manage-
ment. Supporting these three DSLs enables easier onboarding of a
large number of tools.

Network Graph. The network topology graph is a fundamental
element in various applications, such as capacity planning, risk
analysis, routing, and traffic engineering.We represent the topology
using a Thrift-defined graph, which includes regions, layer-1 nodes,
layer-3 nodes, layer-1 optical edges, layer-3 IP edges, and flows.
One insight is that the naming conventions of nodes are crucial
for understanding the topology. For example, regions are typically
named after airport codes (e.g., ATN), while L1 nodes represent
groups of layer-1 devices within regions, often named by combining
the region’s code with a digit (ATN1). These naming conventions
provide valuable information about the topology’s properties and
roles. It exemplifies the type of specific domain knowledge that
we explicitly embed into the LLM prompt, so that the LLMs can
recognize and interpret these patterns in the DSL. We use a DSL
called TML (Topology Modification Language), a Python-based
language, to facilitate modifications to the graph. This DSL enables
systematic updates, transformations, and selections of topology
objects. Figure 7(a) shows one such example.

Time Series Network Data. Time series network data is a fun-
damental construct in network management, with applications
ranging from traffic analysis and network health monitoring to
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anomaly detection. At Meta, time series data is stored in a key-
value store known as ODS (Operations Data Store) [41]. The basic
unit of data is an entity, which can represent any object under mea-
surement, such as interface loss or CPU utilization. The data for
each entity consists of a series of <time, value> snapshots, as shown
in Figure 7(b). For LLMs to become familiar with time series data,
we embed the prompts with specific domain knowledge. In other
words, we explicitly instruct the LLMs how to handle this type of
data; this includes methods for aggregating time series data, such
as calculating the average or 90th percentile, as well as conventions
for generating mathematical formulas to manipulate this data.

Network Data Model. It is common practice to store network
management data in a structured model [38, 46]. Modern produc-
tion networks typically maintain their source-of-truth data in a
management database and provide an Object-Relational Mapping
(ORM) layer on top for easier access. At Meta, the Robotron data
model [46] is a fundamental component of nearly all management
tools. Figure 7(c) illustrates an example of how to translate the in-
tent of creating a BGP session to a set of network objects modeled.
An interface is composed of multiple components, each linking to
other objects in a relational database, such as IP addresses, BGP
sessions, and neighboring ports.

We find that Robotron is a powerful DSL that connects LLMswith
a variety of existing network management tools. It captures high-
level network design intent as relational data objects, which are
then translated into low-level, vendor-specific device configurations
and network operations. LLMs further elevate this abstraction by
mapping users’ natural language intents into Robotron, which in
turn maps to the low-level configurations. The main challenge
in this translation lies in the vast volume of models involved. To
address this, we have developed a Retrieval-Augmented Generation
(RAG) approach, which is described in more detail later.

In summary, we identify three common DSLs frequently used
across many management tasks, illustrate themwith concrete trans-
lations from natural language in Figure 7, and highlight the as-
sociated challenges. We next dive into techniques to make these
translations both accurate and efficient.

4.2.3 Prompt Engineering Techniques. One effective way to im-
prove translation accuracy is to design appropriate prompt engi-
neering techniques. We carefully select the optimal combination
of prompts tailored to each DSL translation task. Below, we sum-
marize these techniques and relate them to their respective DSL
translation tasks.
• Zero-shot chain of thought asks the model to think before
translating. For example, in ODS (time series DSL), we use a
“Thought" field in the request to teach the LLM to leverage regex
matching when it encounters a string like “rsw1aa.*prn1". This
forces the model to first consider the networking context of the
input text, rather than directly generating a literal translation.

• Few-shot chain of thought provides the model with relevant
examples for translations. For instance, we give an example to
teach LLM to understand the “entity" field in the ODS example.

• Contrastive chain of thought involves giving themodel wrong
examples and telling them that they were incorrect. For example,

Collector
User 
I/O

Entity 
Intent Translator

Human: What is the average 
CPU utilization of ToR switches 
in data center X?

AI: Do you want any 
transformations?

Key Intent

Transform 
Intent

Reduction 
Intent

Time 
Range 
Intent

Entity

Key

Transform

Reduction

Time 
Range

Translator

Translator

Translator

Translator

Translator ODS 
Query

Figure 8: The composition of Analects for an ODS use case.

in ODS translation, we can create a counterexample about not
including any switches in a region named “prn2".

• Tool calling: We provide the model with access to APIs, CLIs,
libraries, and databases to enable agentic planning. In ODS, we
directly invoke the ODS Query API and, if necessary, include the
returned messages along with the original query in subsequent
iterations to allow LLMs to perform self-correction.

• Reason and act: It uses an orchestrator to let LLMs plan them-
selves for complex tasks in network investigations. By allowing
the model to plan its own actions, we can help it generate more
coherent and effective translations. This approach can be par-
ticularly effective in cases where the model needs to perform
multiple tasks or respond to changing circumstances. As elabo-
rated below, the ODS query is decomposed into 5 subtasks.

• Code as reasoning: We let LLMs write code to answer data re-
trieval questions. For example, we do not ask LLMs to modify the
topology struct directly; instead, we have LLMs write TML code,
which goes through the compiler and TML engine to modify the
topology. Primarily, this approach allows the generated code to
be easily validated by a compiler or a human. Additionally, a
human can modify the code or merge multiple code snippets,
facilitating more manageable and tractable task breakdowns.

ODS Prompting Example: Figure 8 illustrates the use of the Trans-
lator to convert user queries into sub-questions.
• Key: narrowing down relevant keys using the Selector
• Entity: identifying specific entities involved in the query
• Reduction: providing built-in prompts for common reduction
operators (e.g. groupby, top, avg)

• Time Range: converting time range into start and end values
• Transformation: applying complex functions like smoothing and
calculating differences between samples
As shown in Figure 8, the ODS prompting example uses the

Translator to convert user queries into sub-questions, including
narrowing down relevant keys with the Selector, identifying spe-
cific entities in the query, providing built-in prompts for common
reduction operators (e.g. groupby, top, avg), converting time range
descriptions into start and end values, and applying complex func-
tions like smoothing or computing differences between samples.

4.2.4 Built-in Validation. Network use cases have stringent safety
requirements, making it essential for Confucius to incorporate a
variety of validations. We emphasize built-in validations, which
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reduce the manual effort needed for human verification while en-
abling error messages to be automatically fed back to LLMs for auto-
correction. Specifically, Confucius employs three built-in methods
to validate the correctness of generated DSLs.
• Built-in Parser: For some specialized DSLs (e.g., TML), we use a
custom parser to check the syntax. If the parser fails, it provides
a clear error message that is fed back to the LLM, allowing it to
learn from its mistakes and adjust its next attempt. This iterative
process continues until the output parses successfully or the
maximum number of allowed trials is reached.

• External API:We rely on the API that consumes the DSLs to check
their correctness. For example, Robotron Model are validated
through both read and write operations. The database’s ORM
layer detects errors during read operations, while a “dry run"
mode simulates write operations without committing changes
to the database.

• External Tools: We utilize separate validation systems to guar-
antee operation safety. For instance, for TML-generated graphs,
we use a graph validator to check the topology against prede-
fined invariants, such as full connectivity and minimum path
requirements. Detected errors are fed back to the LLMs.

4.3 Memory Management
Confucius uses memory management to maintain conversational
continuity and enable contextual search. Confucius maintains both
short-termmemory, which consists of conversational historywithin
a single user session, and long-term memory, which includes exter-
nal domain knowledge that is relevant across different sessions for
the same use case.

4.3.1 Short-Term Memory. Short-term memory stores the context
for one user across different Analects. For instance, if a user asked
for the total egress of region A and then asked about region B,
the context from the first question should be efficiently reused
for the second query. To support context sharing across Analects,
we develop a dedicated memory manager component that uses
a tree of messages as the abstraction for memory. Each Analect
has its own memory manager, which maintains a private list of
messages and pointers to parent memories, session memories, and
other relevant contexts. This hierarchical structure allows Analects
to access and manage messages from their parents, grandparents,
entries, and sessions, providing a comprehensive understanding
of the conversation history. Analects can independently control
access to their messages, ensuring the integrity and isolation of
message histories. The system also efficiently manages concurrent
child Analect calls by grouping and handling messages atomically
at the parent level, enhancing the system’s efficiency and accuracy.

4.3.2 RAG. We find that many network management use cases
require external indexing to improve the efficiency of LLM queries.
For instance, with hundreds of thousands of network data models,
many sharing similarities, it is challenging to differentiate between
them without domain-specific knowledge. To address this com-
plexity, we developed a novel RAG approach specifically designed
for network data models. Our method involves pre-computing an
embedding store by grouping similar models together and feeding

each model to the LLM one at a time. This enables efficient simi-
larity searches during query processing, effectively managing the
scale and complexity of our database. When a user submits a query,
it is broken down into sub-queries for more efficient and accurate
processing. Each sub-query is compared against the embeddings in
our store using a similarity search algorithm, which identifies the
most similar embeddings. The retrieved embeddings are then fed
back into the LLMs along with the user’s original query. Figure 16
shows an example. We apply different RAGs based on different use
cases below.
• Naive RAG: It builds a vector store for various data sources and
performs similarity searches. Suitable for small datasets.

• Hybrid RAG: We use a two-stage filtering approach to retrieve
relevant information: first fetch similarity search results and
rank them by relevance, then we apply additional filters such as
staleness, rating, and usage frequency. The pre-filtered results
are sent to an LLM for secondary filtering based on semantics.
It is applied to Wiki, Workflow and Robotron Model.

• Query Transformations: We use LLMs to refine user queries, gen-
erating more accurate and relevant search results. This involves
two steps: refining questions based on user input and employing
collector mode to gather additional context through conversa-
tions with users. This approach is useful in cases where network
tasks can be described in multiple ambiguous ways.

4.3.3 Privacy. To prevent the sharing of sensitive information with
third-party LLM models, we implement a preprocessing step that
anonymizes sensitive data. Users may inadvertently input PII data
when interacting with LLMs; examples include IP addresses from
clients, device identifiers, names, emails, and user locations. We use
the Identifier Redaction Service, developed by a different team, to
identify and replace 40 types of sensitive information with fictitious
placeholders. After processing the content and receiving a response
from the LLM, we reverse the anonymization process, replacing
the placeholders with the original sensitive data. This ensures the
integrity and confidentiality of user information in all interactions.

4.4 Benchmarking Framework
We created Confucius to enable network engineers to rapidly on-
board and prototype different applications across a variety of net-
work use cases. However, optimizing a Confucius application can
be a complex task, and users often want to consider performance
between different models and prompting techniques on a specific
dataset. To streamline this process, we developed a benchmarking
framework with three capabilities: 1) testing with data provided by
developers for their specific use case, 2) evaluating the impact of
different prompting techniques and base models, and 3) optimizing
end-to-end performance and tuning trade-offs between accuracy
and computational cost. This standardizes the scoring process, elim-
inates the need for manual ad-hoc testing, and ensures consistency
across evaluations.

Workflow. The evaluation pipeline consists of three key compo-
nents: a user-provided dataset, a Confucius application, and a set
of evaluation criteria. The evaluator first reads the dataset of input-
output pairs and invokes the application on these inputs. Then it
collects the actual outputs and scores them against the expected
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Figure 9: Capacity What-Ifs Session Illustration.

ones using a predefined criteria. Users can visualize the scores to
compare performance across different evaluations.

Evaluation Criteria.We provide three built-in evaluation criteria:
1) Exact Match: for deterministic and numerical outputs, such as
verifying device counts in a cluster; 2) Regex Match: suitable for set
or string outputs to verify specific keywords; 3) LLM-as-a-Judge:
for complex outputs, it judges the closeness of the meanings. We
implement LLM-as-a-Judge by invoking the LLM with the actual
and expected outputs and prompting the LLM to assign a score
based on accuracy. This method enables complex reasoning and
provides holistic scoring. Our evaluation framework has been suc-
cessfully implemented in production, significantly reducing time
spent on prompt engineering and identifying regressions. It is used
to generate the evaluations in §7.

Note that the benchmarking framework is an integral part of a
production system, much like how a testing framework is indis-
pensable to the software development process. Our benchmarking
framework adopts concepts from software testing while leveraging
LLMs extensively to handle fuzzy match cases.

5 Application Case Study
In this section, we share two applications for capacity planning and
troubleshooting.

5.1 Capacity What-Ifs
Meta has developed various tools to facilitate analysis for differ-
ent topology planning scenarios. However, running experiments
is still challenging. Before Confucius, generating an experiment
plan was complex and involved several steps: identifying input
workloads, understanding input/output structures, and scripting
sequential tool calls. Users faced multiple challenges. First, exper-
iments could quickly become complex, with multiple workloads
and scenarios. Some workflows required running the planning soft-
ware NAPT [8] multiple times, each taking hours. Second, many
tasks were repetitive. Capacity planners often had to clone and
initiate workflows repeatedly to modify a single input parameter,

C
on

fu
ci

us

Scribe read operations are experiencing long tail 
latency. Investigate whether this issue is caused 
by a network problem. If a network issue is 
identified, determine which region pair is affected.H

um
an

Thinking…
I will write a SQL query for the rtt_p99 column 
and calculate average RTT between DC pairs.

C
on

fu
ci

us

Invoke Tool Use: Scuba Engine

     src_dc  dst_dc  rtt_p99_avg_ms

0       DC2     DC2        0.542145
1       DC2     DC3       24.811065
...     ...     ...             ...
1153    DC4     DC4        0.146312

[1154 rows x 3 columns]

To
ol

: 
Sc

ub
a 

En
gi

ne

Thinking…
Let's visualize RTT patterns between DCs 
using a heatmap. I’ll write a Python script.

C
on

fu
ci

us

SELECT
    (SUBSTR(Sdc, 1, 3)) AS `src_dc`,
    (SUBSTR(Ddc, 1, 3)) AS `dst_dc`,
    AVG(`rtt_p99`, `weight`) / 1000 AS 
`rtt_p99_avg_ms` FROM `network_latency`
WHERE
    `time` BETWEEN (NOW() - 86400) AND 
NOW()
    AND ((`Ssiterole`) IN ('DC'))
    AND ((`Dsiterole`) IN ('DC'))
GROUP BY `src_dc`,`dst_dc`

C
on

fu
ci

us

Invoke Tool Use: Python Compiler

Invoke Tool Use: Scuba Enginematrix_df = df.pivot(index='src_dc', 
columns='dst_dc', values='rtt_p99_avg_ms')

fig = go.Figure(data=go.Heatmap(
   z=matrix_df.values,
   x=matrix_df.columns,
   y=matrix_df.index,
   colorbar=dict(title='RTT (ms)'),
))
fig.show()

To
ol

: P
yt

ho
n 

C
om

pi
le

r

   P99 RTT Heatmap Between Datacenters (ms)

   
   

   
S

ou
rc

e 
D

C

                                    Destination DC  

Thinking…
Let's analyze the key patterns from the heatmap and find the 
datacenter pairs with highest and lowest RTTs for Scribe reads.

C
on

fu
ci

us
C

on
fu

ci
us Invoke Tool Use: Python Compiler

top_5_highest = df.nlargest(5, 'rtt_p99_avg_ms')[[src_dc, 
dst_dc, 'rtt_p99_avg_ms']]
print(top_5_highest.to_string(index=False))

   src_dc         dst_dc         rtt_p99_avg_ms
      DC1            DC5             168.057024
      DC1            DC6             167.457915
      DC1            DC7             166.755838
      DC7            DC1             166.654504
      DC1            DC8             162.874577

To
ol

: 
Py

th
on

 C
om

pi
le

r

We observe these highest latency pairs: (1) DC1 ↔ DC5: ~168ms, 
(2) DC1 ↔ DC6: ~167ms, (3) DC1 ↔ DC7: ~167ms
DC1 appears in most of the highest latency connections. Most 
high-latency pairs show RTTs ~165ms.C

on
fu

ci
us

Figure 10: Fault Diagnosis Session Illustration

leading to inefficiency. Third, tracking and recording experiment re-
sults was cumbersome. Lastly, there was low interoperability across
workloads. For example, a planner might know how to generate
a demand forecast but struggle to integrate it with NAPT, adding
friction to the workflow.

To mitigate these difficulties, we build a what-if analysis on Con-
fucius, with a planning agent to create the DAG workflow, a tool
agent to translate topology changes into TML, and short-term mem-
ory to record the results of each run. This is used by novice planners
to describe and execute experiments. Figure 9 shows an example
workflow. First, the user describes an intent: generate TML to patch
a few supply scenarios, then generate TML to patch a few demand
scenarios, and finally run NAPT. This process involves several key
steps, beginning with DAG creation, where Confucius assists in
workload selection based on user intent. Users select from a list
of real-time registered workloads using Selector, after which the
planning agent creates a corresponding DAG. For each node, the
system provides input preselection, input/output passing using nat-
ural language, and visualization of the node information collection
process, along with input-specific tips to ensure interoperability
between nodes. Finally, Confucius uses Translator to generate a
TML code snippet. At every step, Confucius ensures flexibility and
accuracy by using Collector to support human intervention.

5.2 Fault Diagnosis
Network troubleshooting has traditionally been challenging, even
for experienced engineers. This section presents an example using
Code Assist, an AI coding assistant that utilizes the Orchestrator
for advanced planning. Figure 10 illustrates a troubleshooting work-
flow. The user requests a diagnosis of network latency issues related
to read operations in the Scribe pub/sub system [26]. Confucius
Code Assist then performs a series of interleaved thinking and tool-
use steps, such as querying Scuba [5] logs with SQL and writing
Python code for data analysis and visualization. It even generates
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a heatmap of RTT data to provide insights, demonstrating its ad-
vanced multimodal capabilities. Ultimately, Confucius identifies
that the highest-latency region pairs involve the “DC1" datacenter
and presents these findings to the user.

Many troubleshooting scenarios can be resolved by querying and
analyzing common monitoring data and runtime metrics. These
data can be filtered and aggregated in various ways, leading to work-
flows tailored to specific scenarios. Instead of predefined workflows,
users provide a list of tool-use functions to the Confucius Orches-
trator, such as executing Python or SQL code on specific databases.
These tools are represented as customizable agents. Leveraging ad-
vanced models like Claude 3.7 Sonnet, the Confucius Orchestrator
acts as an intelligent supervisor, performing "thinking" steps to de-
termine which agent tools to call and what arguments to pass. This
architecture offers flexibility, allowing the Orchestrator to decide
the next step based on conversation history and available tools,
rather than following a fixed workflow.

6 Implementation
Confucius is developed in Python, allowing it to utilize a wide range
of reusable external systems and internal Python-based services.
Its engineering components are also shown in Figure 4. The core
abstraction class, the Analect, serves as a lightweight wrapper for
LangChain’s Runnable. Each Analect is strongly typed and requires
a Pydantic Input, Pydantic Output, and an implmethod. Pydantic [2]
is a Python schema language that offers several essential features
used throughout Confucius, such as type validation, serialization,
generics, and inheritance. Using the base class Analect, we define all
other primitives mentioned before, including Translator, Selector,
Collector, Ensemble, and Orchestrator. For developer convenience,
we also define a specialized Analect called an Entry. The Entry
ensures that both input and output types are strings, encapsulated
within EntryInput and EntryOutput objects, respectively. Short-
term memory is implemented using a built-in AnalectRunContext, a
custom Pydantic object that stores relevant metadata and contex-
tual data, such as session ID, conversation history, and previously
generated artifacts. Optionally, the AnalectRunContext can specify
a memory manager for long-term memory, which is implemented
through access to a MySQL-based database system. Figure 17 in the
Appendix illustrates the use of Pydantic and AnalectRunContext
to implement an Analect for ODS translation.

7 Evaluation
We systematically evaluate Confucius on a range of network man-
agement tasks. First, we show that ensemble-based self-consistency
improves performance. Next, we demonstrate how Confucius can
leverage different foundation models to perform DSL translation
with higher accuracy than a fine-tuned baseline model. Finally, we
evaluate benefit of RAG.

7.1 Methodology
Datasets. We curate synthetic datasets for the following use cases:
TML, ODS transformations, ODS reductions, Robotron, Netgram,
andWiki Q&A. Each datapoint consists of a natural language query
paired with its ground-truth answer. The size 𝑁 of each dataset is
indicated in Figures 12 and 13.
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Figure 11: Single-model vs. ensemble performance for ODS
reductions (left) and transformations (right).

Metrics. To evaluate Netgram, we use “regex match,” which awards
a score of 1 if the LLM output contains the name of the ground-truth
Netgram block as well as the correct URL link to the block’s source
code, and a score of 0.5 if only one of these is correctly identified.
For all other datasets, we use LLM-as-a-Judge to give a holistic
score between 0 and 1.
Models. Across our experiments, we leverage several general-
purpose foundation models: Llama 3.1 and 3.3, Claude 3.5 Sonnet,
Gemini 1.5 Pro and 2.0 Flash, and GPT-4o. We also use an internal
model fine-tuned on domain-specific data, including code data, wiki
documents, and internal Q&A.
Baselines. In §7.2, we evaluate the use of Ensemble against single-
model generation using Llama 3.1. In §7.3, we compare Confucius
with the fine-tuned model on several DSL translation tasks, illustrat-
ing the advantage of having domain knowledge carefully embedded
into prompts, as opposed to having this domain knowledge in a
model’s training data. In §7.4, we evaluate Confucius on several use
cases that rely on large amounts of knowledge specific to these use
cases. Similarly to the DSL evaluations, we compare Confucius with
the fine-tuned model to illustrate the advantage of retrieving do-
main knowledge via RAG, as opposed to having domain knowledge
embedded in a model’s training data.We also show the effectiveness
of Hybrid RAG and Query Transformations as described in §4.3.2.

7.2 Ensemble for Multi-Agent Reasoning
Ensemble is a key primitive for improving planning accuracy. We
evaluate its impact on accuracy for translating ODS reductions
and transformations, with the following setups: (1) single-model
generation using Llama 3.1, (2) homogeneous ensemble, which
combines three Llama 3.1 models with temperature 0.5, and (3)
heterogeneous ensemble, which combines a Llama 3.1, Claude 3.5
Sonnet, and Gemini 2.0 Flash model. For the ensemble experiments,
we use Llama 3.1 to select the best answer based on Confucius’
internal knowledge about the task.

Figure 11 shows that all ensemble setups perform strictly better
than the single-model setup for both datasets. We observe that the
best performance is achieved by multi-model ensemble, scoring 0.87
on ODS reductions and 0.98 on transformations. Additionally, en-
sembling reduces variance in scores by aggregating inconsistencies
in the outputs of different agents. Figure 11 shows that multi-model
ensemble reduces the standard error from the baseline by 34% and
57.6% for ODS reductions and transformations, respectively.
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(b) ODS Transformation (𝑁 = 91)
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Figure 12: Evaluation results for DSL translation.

7.3 DSL Translation
Experimental Setup.We evaluate DSL translation for the struc-
tured data types presented in §4.2: TML for topology graph, Robotron
for data models, and ODS reductions/transformations for time se-
ries. We compare Confucius against the fine-tuned baseline to un-
derscore the benefits of careful prompt engineering.
Results and Analysis. For the Robotron use case, we evaluate
Confucius with Llama 3.1 on its end-to-end performance, which
involves the use of Translator to extract and relate entities from
the natural language query, as well as the use of retrieval to find
the most relevant data models. Figure 13a shows that Confucius
surpasses the performance of the fine-tuned baseline by 13%. This
underscores the effectiveness of not only its ability to translate nat-
ural language into Robotron queries, but also its ability to identify
the correct data models via in-context retrieval.

For TML and ODS experiments, we evaluate Confucius across 7
different foundationmodels, comparing performancewith andwith-
out chain-of-thought (CoT) prompting. As demonstrated in Figure
12, Confucius outperforms the baseline by up to 35% for TML, 22.4%
for ODS transformation, and 23% for ODS reduction. We attribute
these outcomes to the effectiveness of Confucius’s domain-aware
prompting, particularly its use of structured prompts and built-in
validation to generate accurate, well-formatted responses. More-
over, Confucius performs consistently across different foundation
models. Unlike a fine-tuned model that is constrained by its train-
ing data, Confucius provides developers with greater flexibility to
leverage new LLM models.

Figure 12 also shows that by incorporating CoT prompting, Con-
fucius further improves its performance across most foundation
models, with a notable 7% increase in accuracy using Gemini 2.0
Flash on TML. There are a few cases in which the performance
suffers from the use of CoT; for example, when using GPT-4o for
ODS transformations, Confucius achieves a mean score of 0.959
without CoT and 0.932 with CoT. In these cases, we find that CoT
sometimes encourages the model to overthink and generate overly
complex responses. To illustrate this, consider a request to “count
data points in the last 10 minutes.” Whereas the correct ODS trans-
formation is “count(10m)”, CoT prompting causes the model to
include unnecessary terms seen in the prompt, resulting in “lat-
est(10m), count(10m).” Nevertheless, CoT prompting still improves
the accuracy across 92.4% of all translation datapoints, underscoring
the value of intermediate reasoning steps in DSL translation.

Metric

Total users 4.16K
Monthly active users 2.63K
Total sessions 241.38K
Total messages 31.62M
Use cases onboarded 64
AI to human msg ratio 20.54

Metric Performance What-if
Diagnosis Planning

Total users 121 605
Total sessions 1.86K 2.66K
Total time spent (hr) 835.58K 207.33K
Total messages 4.17M 2.36M
AI to human msg ratio 2.46 7.65

Table 2: Confucius Usage Statistics.

7.4 RAG for Knowledge Retrieval
Experimental Setup.We evaluate the use of RAG vs. the use of
domain knowledge in fine-tuning data, as well as the advantages of
Hybrid RAG and Query Transformations, on 3 network use cases
at Meta: Robotron, Netgram, and Wiki Q&A.
• Robotron: Confucius retrieves from over 400 desired models via
in-context learning. (See §7.3 for a discussion of this experiment.)

• Netgram: Confucius retrieves from an embedding store with
118.6K vectors and ∼1.24 GB memory footprint.

• Wiki Q&A: Confucius retrieves from an embedding store of 3.3M
vectors with ∼33.5 GB memory footprint.

Results and Analysis. As shown in Figure 13, Confucius outper-
forms the fine-tuned baseline on all retrieval tasks. We evaluate
RAG for different values of 𝑘 , where 𝑘 is the number of neighbors
retrieved by similarity search. When 𝑘 > 5, we apply the Hybrid
RAG technique to filter the top 5 most relevant responses from
the retrieved candidates. Our results show that Hybrid RAG im-
proves performance by 3% when we increase 𝑘 to 15 and 𝑘 to 10
for Netgram and Wiki Q&A, respectively. Nevertheless, while RAG
benefits from a larger initial pool of candidates, increasing 𝑘 beyond
a certain point results in diminishing returns. For Wiki Q&A, to
reduce noise when matching long documents, we apply the Query
Transformation technique to extract key terms from the user query
with an LLM before retrieval. Figure 13c shows that this technique
improves Confucius’ performance from 0.73 to 0.77 at 𝑘 = 10.

7.5 Adoption and Usage Statistics
We provide insights into Confucius’ usage in real-world production.
Confucius has seen substantial growth and adoption over the past
year, with 4.16K total distinct users, 241.38K sessions, and 31.62M
messages (see Table 2). Since its initial launch, we have onboarded
over 60 use cases; notable applications include performance diag-
nosis and what-ifs for capacity planning, which have generated
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Figure 13: Evaluation results for RAG.

Apps Primitives Used Foundational # Usage LoC Per Usage
Analects Used per week Saved Hours

ODS Time Series Collector, 50 ∼1600 0.25
Translator,
Selector

What-if Time Series Collector, 20 ∼3500 0.5
Graph Translator,

Selector
Network Design Graph Collector 50 ∼1000 0.2
Workflow Graph Collector, 30 ∼800 0.3

Data Model RAG
Monitoring Data Model Collector, RAG 80 ∼600 0.5
Troubleshooting Time Series, Collector, 100 ∼6400 0.2

Graph Ensemble,
Orchestrator

Table 3: Applications summary.

4.17M and 2.36M messages, respectively. The ease of development
design has enabled such rapid growth in both onboarded use cases
as well as the developer community. We also observe a high ratio
of AI-generated to human messages: 20.54 across all use cases, 2.46
for performance diagnosis, and 7.65 for what-if planning. This sug-
gests that relatively little human intervention is needed in most
interactions, while the lower ratio for performance diagnosis re-
flects the difficulty of troubleshooting tasks. Table 3 summarizes
the applications across different categories of network management
tasks, detailing the primitives, Analects, and lines of code (LoC)
used. Finally, Figure 14 shows the total engineer-hours saved per
week for each application, as reported in survey data.

8 Experiences
This section shares our production experiences of developing Con-
fucius and onboarding applications.

8.1 Evolution of LLM-based network assistants
at Meta

Initially, we tried to use MetaMate for network management tasks.
MetaMate is a general-purpose internal chatbot designed to increase
productivity across product verticals and job functions. It aimed to
help developers during code creation and knowledge acquisition,
synthesis, and understanding from both code and non-code sources.
To achieve these goals, we fine-tuned AI models with Meta’s in-
ternal context, including our code base in addition to technical
and non-technical knowledge. We also leveraged publicly available
knowledge to enhance the model’s capabilities. AlthoughMetaMate
showed promise, we encountered several challenges that led us to
design Confucius, a more specialized network assistant. Compared

0 5 10 15 20 25 30 35 40

ODS

What-if

Network Design

Workflow

Monitoring

Troubleshooting

Hours

Figure 14: Engineer-hours saved per week.

to MetaMate, Confucius differs in its purposes, capabilities, and
target audience:
• Purpose: MetaMate is a general-purpose AI assistant, while Con-
fucius is designed for specific use cases whereMetaMate’s results
might be sub-optimal.

• Capabilities: MetaMate offers features like chat UI, command
execution, and code completion, whereas Confucius relies on
custom scripts executed in a secure environment.

• Target Audience: MetaMate is suitable for general-purpose inter-
nal data retrieval and assisting users across different platforms
within Meta, whereas Confucius is tailored for users who need
to perform specific tasks that require custom scripts and a higher
level of security in execution.

8.2 What Worked Well
Retrieval and Summarization for Networking Problems. We have

observed that many network applications share a common pattern:
leveraging existing content to suggest similar items and generate
new ones with user modifications. Some examples include writing
a new model based on existing models in the database, generating
device configurations by adapting existing vendor/device configura-
tions, and creating customized workflows by combining steps from
multiple existing workflows. Confucius’s embedding and retrieval
method enables straightforward integration with RAG prompt en-
gineering, often yielding satisfactory results.

Integration with Existing Management Tools for Quick Adoption.
An initial challenge was attracting consistent users to the app. Users
would try it out as a novelty but struggle to incorporate it into their
routine. We found that integration with existing automation sys-
tems and tools is key to broader adoption. These systems have in-
puts and outputs with well-defined structures to assist automation.
By understanding and generating these structured data, LLMs can
be added to existing automation pipelines, facilitating routine use.
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For example, our maintenance event parser, which parses vendor
emails and generates structured tickets, has been invoked hundreds
of times per day as part of the ticket management system.

8.3 Lessons learned
Importance of Iterative Processes in Networking Problems.We have

found that many network management tasks are complex, often
modeled as a workflow that invokes multiple tools. However, writ-
ing a workflow accurately requires deep domain knowledge of all
the tools involved. To address this challenge, Confucius’ design
includes an artifact that demonstrates intermediate steps in the UI,
allowing developers to work on the workflow step-by-step. This
approach enables developers to first sketch the overall steps and
then zoom in on the details for each individual step.

Limitations of LLMs in Network Troubleshooting. Among all ap-
plications, we observed that network troubleshooting problems
have the largest variants, and it is challenging to achieve perfor-
mance equivalent to that of a domain expert. In fact, experts are
also masters of basic models and commands, making it difficult
for LLMs to bring significant value as a copilot. This is similar to
how ChatGPT can help a student with writing improvement but
may not be equally helpful to a professional writer. Network trou-
bleshooting is also challenging due to its lack of structure. While
LLMs can follow a MOP to diagnose easy problems, the hardest
problems often cannot be resolved by a MOP and therefore cannot
be modeled by clear steps, leaving LLMs falling short.

Failure Scenarios. We explicitly highlight the issues that we have
observed with Confucius and LLMs in general. 1) Context prop-
agation can be lost in later parts of a session. For instance, in a
troubleshooting scenario, a user might start by asking about packet
loss during a specific time period of the day. While Confucius fol-
lows a troubleshooting plan, the specific time constraint may not
consistently apply to all subsequent actions, particularly when the
steps are lengthy. In such cases, employing prompt engineering
to reiterate important constraints can help mitigate this issue. 2)
Hallucination and failure to fail early. Hallucination remains a sig-
nificant issue in networking applications. When LLMs cannot find
answers from the designated data sources, they tend to fabricate re-
sponses. This behavior contradicts the principle of failing early and
deterministically, which is fundamental in most computer systems.
These fabricated answers lead to inefficiencies in human investi-
gation. 3) Privacy concerns. Some network investigations require
access to application and service data, each with varying levels of
privacy. Errors resulting from privacy violations are not clearly
highlighted by LLMs, posing potential risks.

9 Related work
General-Purpose Agentic Frameworks Confucius is built on
top of LangChain [13] and offers several additional advantages,
including tracing, reusability of common primitives and runnables,
and interoperability across tools. Like Confucius, LangGraph [29]
decomposes complex tasks into directed graphs, with nodes repre-
senting subtasks. AutoGen [50] is another multi-agent framework
that decomposes tasks into smaller subtasks performed by cus-
tomized agents. Our work differs by performing retrieval on hun-
dreds of existing workflows to suggest DAGs for domain-specific

tasks, rather than relying on conversation-based control flow, which
may introduce uncertainties for sensitive network tasks.
Networking Tasks with LLMs He et al. [25] adopt LLMs to de-
velop adaptive bitrate (ABR) algorithms, a pivotal component for
dynamically adjusting video quality in streaming media delivery.
Sharma et al. [43] propose PROSPER, an LLM-based framework for
extracting Finite State Machines (FSMs) from network protocols
described in IETF Requests for Comments (RFCs). Mani et al. [35]
use LLMs to generate graph manipulation code for topology man-
agement, and Mondal et al. [39] apply LLMs to synthesize router
configurations. Customized LLMs are also developed [20, 37, 49, 53],
where networking data such as traffic flows are used to build foun-
dation models beyond natural language, which can be adapted for
downstream tasks such as traffic classification and attack detection.
System-Level Applications Lian et al. [33] develop an LLM-based
framework named Ciri to enhance configuration validation prior
to deployment, removing heavy dependence on manual checks and
engineering. Kotaru [28] introduces the Data Intelligence for Oper-
ators Copilot (DIO Copilot), a natural language interface utilizing
LLMs for efficient data retrieval and analysis, built on semantic
search and few-shot learning. Other applications besides data re-
trieval and analysis are also explored, such as incident management
and investigation [24, 54], machine-readable protocol grammar
extraction engine ChatAFL [36], and LLM-based DDoS defense
framework ShieldGPT [48], among others. Recent works have also
developed agentic frameworks for complex system management,
including LLo11yPop [22], an observability agentic framework for
GPU fleet management, and AssetOpsBench [40], which orches-
trates multi-agent workflows for industrial asset management.

10 Conclusion
In this paper, we introduce Confucius, a multi-agent large lan-
guage model (LLM) framework designed to address the complex
challenges of network management at Meta. By decoupling reason-
ing from domain-specific knowledge and tools, Confucius enables
effective collaboration with existing foundation models without
requiring fine-tuning. Our framework decomposes management
tasks into smaller, structured subtasks, allowing for precise exe-
cution with domain-specific tools and databases. We have demon-
strated the effectiveness of Confucius through its deployment in
production, serving thousands of users and over 60 management
tasks. Confucius has the potential to enable and revolutionize true
intent-based network management.

This work does not raise any ethical issues.
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Appendix
Appendices are supportingmaterial that has not been peer-reviewed.

A Supplemental Figures

Figure 15: Ensemble Struct Example.

Figure 16: RAG to Assist Planning

    Pydantic Example:

class QueryInput(BaseModel):

   text: str = Field(...,

   description="user input request")

class QueryOutput(BaseModel):

   entity: ODSEntity = Field(name="device")

   key: ODSKey = Field(name="interface")

   transformation: List[str] = ["diff"]

   reduction: List[str] = ["p90","avg"]

   start_timestamp: int = -3600

   end_timestamp: int = 0

Run Context Example:

class AnalectRunContext(BaseModel):

   session: str = "s1"

   io: IOInterface = "UI"

   llm_manager: LLManager =

             LLMParams(model="llama3-70b")

   ...

class ODSQuerier(LLMAnalect[QueryInput, QueryOutput]):

   def display_name(cls) -> str:

       return "ODS Querier"

   def input_examples(cls) -> list[EntryInput]:

       return [EntryInput(

               question="Show me p90 CPU utilization 

                      for all routers in X"),

           EntryInput(

               question="What is average egress link

                       utilization in X?"

           )]

   async def impl(self, inp: QueryInput,

                   context: AnalectRunContext)

               -> QueryOutput:

       ...

Analect Example:

Figure 17: An example of Pydantic, Analect, and Run Context.

description: “You are a code generating agent for TML queries. Your task is to create 

the corresponding TML query for the user’s question above. TML, which stands for 

Topology Modification Language, is a Python-based DSL that…”

examples: [Example(·)]

CollectorTask

user_input: “How to update 

spectrum for my given set of 

fibers?”

assistant_response: [Thinking(·), 

Artifact(·)]

CollectorExample

content: “User wants to update L3 nodes, this is a 

tm.update type query. User mentions a known set 

of fibers already. Create a dict 

‘fiber_spectrum_overrides’ with fibers and their 

desired spectrum. Inject this into the TML update.”

CollectorThinking

content:  

fiber_spectrum_overrides = {

    "<fiber_1>": <spectrum_size_ghz_per_fp_value>, "<fiber_2>": 

<spectrum_size_ghz_per_fp_value>,

}

tm.update(

    what="fibers",

    update="ownedFiberProperties=

ownedFiberProperties(spectrum_size_ghz_per_fp=fiber_spectrum

_overrides[name])",

    where="name in fiber_spectrum_overrides",

    fiber_spectrum_overrides=fiber_spectrum_overrides,

)

CollectorArtifact

Figure 18: Example of Collector for TML use case.
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